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• Particle tracking challenge in fluorescence microscopy 

• Beyond Kalman filtering: Some extensions 

• Global methods for tracking using penalized matrix estimation 

• Using HEP data for benchmarking optimization algorithms 
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Particle tracking is of key importance for quantitative analysis 
of intracellular dynamic processes from time-lapse microscopy 
image data. Because manually detecting and following large 
numbers of individual particles is not feasible, automated 
computational methods have been developed for these tasks 
by many groups. Aiming to perform an objective comparison 
of methods, we gathered the community and organized an 
open competition in which participating teams applied their 
own methods independently to a commonly defined data set 
including diverse scenarios. Performance was assessed using 
commonly defined measures. Although no single method 
performed best across all scenarios, the results revealed clear 
differences between the various approaches, leading to notable 
practical conclusions for users and developers.

Technological developments in the past two decades have greatly 
advanced the field of bioimaging and have enabled the investiga-
tion of dynamic processes in living cells at unprecedented spa-
tial and temporal resolution. Examples include the study of cell 
membrane dynamics1, cytoskeletal filaments2, focal adhesions3, 
viral infection4, intracellular transport5, gene transcription6  
and genome maintenance7. Apart from state-of-the-art light 
microscopy8,9 and fluorescent labeling10,11, a key technology  
in the quest for quantitative analysis of intracellular dynamic 

processes is particle tracking. Here, a ‘particle’ may be anything 
from a single molecule to a macromolecular complex, organelle, 
virus or microsphere12, and the task of detecting and following 
individual particles in a time series of images is often (some-
what confusingly) referred to as ‘single-particle tracking’. As the 
number of particles may be very large (hundreds to thousands), 
requiring ‘multiple-particle tracking’13–15, manual annotation 
of the image data is not feasible, and computer algorithms are 
needed to perform the task.

At present, dozens of software tools are available for particle 
tracking16. The image analysis methods on which they are based 
can generally be divided into two steps: (i) particle detection (the 
spatial aspect), in which spots that stand out from the background 
according to certain criteria are identified and their coordinates 
estimated in every frame of the image sequence, and (ii) particle 
linking (the temporal aspect), in which detected particles are con-
nected from frame to frame using another set of criteria to form 
tracks. The two steps are commonly performed only once, but 
they may also be applied iteratively. For each of these steps, many 
methods have been devised over the years17–22, often originating  
from other areas of data analysis23,24. With so many methods  
currently known, the question arises as to what distinguishes  
them and how they perform relative to one another under  
different experimental conditions.
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Particle tracking is of key importance for quantitative analysis 
of intracellular dynamic processes from time-lapse microscopy 
image data. Because manually detecting and following large 
numbers of individual particles is not feasible, automated 
computational methods have been developed for these tasks 
by many groups. Aiming to perform an objective comparison 
of methods, we gathered the community and organized an 
open competition in which participating teams applied their 
own methods independently to a commonly defined data set 
including diverse scenarios. Performance was assessed using 
commonly defined measures. Although no single method 
performed best across all scenarios, the results revealed clear 
differences between the various approaches, leading to notable 
practical conclusions for users and developers.

Technological developments in the past two decades have greatly 
advanced the field of bioimaging and have enabled the investiga-
tion of dynamic processes in living cells at unprecedented spa-
tial and temporal resolution. Examples include the study of cell 
membrane dynamics1, cytoskeletal filaments2, focal adhesions3, 
viral infection4, intracellular transport5, gene transcription6  
and genome maintenance7. Apart from state-of-the-art light 
microscopy8,9 and fluorescent labeling10,11, a key technology  
in the quest for quantitative analysis of intracellular dynamic 

processes is particle tracking. Here, a ‘particle’ may be anything 
from a single molecule to a macromolecular complex, organelle, 
virus or microsphere12, and the task of detecting and following 
individual particles in a time series of images is often (some-
what confusingly) referred to as ‘single-particle tracking’. As the 
number of particles may be very large (hundreds to thousands), 
requiring ‘multiple-particle tracking’13–15, manual annotation 
of the image data is not feasible, and computer algorithms are 
needed to perform the task.

At present, dozens of software tools are available for particle 
tracking16. The image analysis methods on which they are based 
can generally be divided into two steps: (i) particle detection (the 
spatial aspect), in which spots that stand out from the background 
according to certain criteria are identified and their coordinates 
estimated in every frame of the image sequence, and (ii) particle 
linking (the temporal aspect), in which detected particles are con-
nected from frame to frame using another set of criteria to form 
tracks. The two steps are commonly performed only once, but 
they may also be applied iteratively. For each of these steps, many 
methods have been devised over the years17–22, often originating  
from other areas of data analysis23,24. With so many methods  
currently known, the question arises as to what distinguishes  
them and how they perform relative to one another under  
different experimental conditions.

Objective comparison of particle tracking methods
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Particle tracking is of key importance for quantitative analysis 
of intracellular dynamic processes from time-lapse microscopy 
image data. Because manually detecting and following large 
numbers of individual particles is not feasible, automated 
computational methods have been developed for these tasks 
by many groups. Aiming to perform an objective comparison 
of methods, we gathered the community and organized an 
open competition in which participating teams applied their 
own methods independently to a commonly defined data set 
including diverse scenarios. Performance was assessed using 
commonly defined measures. Although no single method 
performed best across all scenarios, the results revealed clear 
differences between the various approaches, leading to notable 
practical conclusions for users and developers.
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tion of dynamic processes in living cells at unprecedented spa-
tial and temporal resolution. Examples include the study of cell 
membrane dynamics1, cytoskeletal filaments2, focal adhesions3, 
viral infection4, intracellular transport5, gene transcription6  
and genome maintenance7. Apart from state-of-the-art light 
microscopy8,9 and fluorescent labeling10,11, a key technology  
in the quest for quantitative analysis of intracellular dynamic 

processes is particle tracking. Here, a ‘particle’ may be anything 
from a single molecule to a macromolecular complex, organelle, 
virus or microsphere12, and the task of detecting and following 
individual particles in a time series of images is often (some-
what confusingly) referred to as ‘single-particle tracking’. As the 
number of particles may be very large (hundreds to thousands), 
requiring ‘multiple-particle tracking’13–15, manual annotation 
of the image data is not feasible, and computer algorithms are 
needed to perform the task.

At present, dozens of software tools are available for particle 
tracking16. The image analysis methods on which they are based 
can generally be divided into two steps: (i) particle detection (the 
spatial aspect), in which spots that stand out from the background 
according to certain criteria are identified and their coordinates 
estimated in every frame of the image sequence, and (ii) particle 
linking (the temporal aspect), in which detected particles are con-
nected from frame to frame using another set of criteria to form 
tracks. The two steps are commonly performed only once, but 
they may also be applied iteratively. For each of these steps, many 
methods have been devised over the years17–22, often originating  
from other areas of data analysis23,24. With so many methods  
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them and how they perform relative to one another under  
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clutter, visual merging and splitting, and intersecting and parallel 
trajectories. In both the training and the competition phase of the 
study, participants were given only limited information about the 
data (Table 2).

Quantitative performance measures
A key problem when evaluating any method for tracking large 
numbers of particles is how to optimally pair the set of esti-
mated tracks, Y, with the set of ground-truth tracks, X, which 
are likely to contain different numbers of elements (tracks and 
points within tracks). To solve this, we extended Y with dummy 
tracks and applied optimal subpattern assignment using the 
Munkres algorithm59, which yielded the globally best possible 
pairing (minimal total distance) of each ground-truth track, kX, 
with either an estimated track (if available) or a dummy track (in 
the absence of a suitable estimated track), kZ, where Z denotes  
the dummy-extended and ordered version of Y. In the pairing 
process, the distance d( kX, kZ) between two tracks was com-
puted as the sum, over all time points t of the image sequence, 
of the gated Euclidean distance between the corresponding track 
points, d( kX, kZ) = t| kX(t) − kZ(t)|2, , with (t) denoting  
the spatial position of a track at time t and |.|2,  = min(|.|2, ). If 
at any t a track point was missing, a dummy point was taken. 
The gate  served both to determine whether the points of paired 
tracks were matching at any t and to apply a fixed penalty to non-
matching points. In this study,  was set to 5 pixels, which was on 
the order of the Rayleigh distance in 
our data (Supplementary Note 2). 
The total distance d(X, Y) between 
track sets X and Y, minimized  
by the Munkres algorithm by opti-
mizing Z, was simply the sum over 
all k of the distances d( kX, kZ) 
between paired tracks.

On this basis, we considered 14 
different aspects of tracking accu-
racy, which we summarized into 
five performance measures. The five 
measures (Supplementary Note 3) 
were as follows.

1. (X, Y) = 1−d(X, Y)/d(X, Ø). Ø denotes a set of dummy 
tracks; hence, d(X, Ø) is the maximum possible total distance 
(error) from the ground truth. The measure ranges from 0 (worst) 
to 1 (best), indicating the overall degree of matching of ground-
truth and estimated tracks without taking into account spurious 
(nonpaired estimated) tracks.

2. (X, Y) = (d(X, Ø)−d(X, Y))/(d(X, Ø) + d(Y, Ø)). Y denotes 
the set of spurious tracks, and d(Y, Ø) is the corresponding pen-
alty term. The measure ranges from 0 (worst) to  (best) and is 
essentially  with a penalization of nonpaired estimated tracks.

3. JSC = TP/(TP + FN + FP). This is the Jaccard similarity coef-
ficient for track points. It ranges from 0 (worst) to 1 (best) and 
characterizes overall particle detection performance. TP (true 
positives) denotes the number of matching points in the optimally 
paired tracks; FN (false negatives), the number of dummy points 
in the optimally paired tracks; and FP (false positives), the number 
of nonmatching points including those of the spurious tracks.

4. JSC  = TP /(TP  + FN  + FP ). This is the Jaccard simi-
larity coefficient for entire tracks instead of single track points. 
Similarly to JSC, it ranges from 0 (worst) to 1 (best). TP  denotes 
the number of estimated tracks paired with ground-truth tracks; 
FN , the number of dummy tracks paired with ground-truth 
tracks; and FP , the number of spurious tracks.

5. RMSE, the r.m.s. error, indicates the overall localization 
accuracy of matching points in the optimally paired tracks (the 
TP as in JSC).
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Figure 1 | Simulated image data. Representative 
images of the three main factors (particle 
dynamics, density and signal) affecting tracking 
performance are shown. (a) Four biological 
scenarios were simulated, of which we show 
snapshot images (i–iv) and trajectories (v–viii) 
in arbitrary colors: particles showing random-
walk motion imaged in two dimensions over time 
(2D+time) using wide-field microscopy (i,v);  
larger (elongated) particles represented by 
asymmetric Gaussians showing directed motion in  
2D+time (ii,vi); particles switching between random- 
walk and randomly oriented directed motion imaged 
in 2D+time using confocal microscopy (iii,vii); 
and particles switching between random-walk and 
directed motion with restricted orientation imaged 
in 3D+time (only one slice is shown) using confocal 
microscopy (iv,viii). (b,c) Three density levels  
(b; low, medium and high) and four SNR levels  
(c; 1, 2, 4 and 7) were simulated.

Table 2 | Basic properties of the image data
Parameter Scenario 1 Scenario 2 Scenario 3 Scenario 4

Nickname Vesicles Microtubules Receptors Viruses
Dynamics Brownian Directed Switching Switching
PSF model Wide field Nonisotropic Gaussian Confocal Confocal
Dimensionality 2D+time 2D+time 2D+time 3D+time
Image size (pixels) 512 × 512 512 × 512 512 × 512 512 × 512
Stack size (slices) 1 1 1 10
Length (frames) 100 100 100 100
Densitya (low, medium, high) 100, 500, 1,000 60, 400, 700 100, 500, 1,000 100, 500, 1,000
SNR (levels) 1, 2, 4, 7 1, 2, 4, 7 1, 2, 4, 7 1, 2, 4, 7
Intersection fractionb (%) 0.7, 3.4, 6.8 0.8, 4.9, 8.8 0.5, 2.6, 5.4 0.3, 1.2, 2.4
aOn average per time point. bFor the low-, medium- and high-density data per scenario, using the Rayleigh distance as the criterion to 
determine intersection, and averaged over the different SNR levels.
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clutter, visual merging and splitting, and intersecting and parallel 
trajectories. In both the training and the competition phase of the 
study, participants were given only limited information about the 
data (Table 2).

Quantitative performance measures
A key problem when evaluating any method for tracking large 
numbers of particles is how to optimally pair the set of esti-
mated tracks, Y, with the set of ground-truth tracks, X, which 
are likely to contain different numbers of elements (tracks and 
points within tracks). To solve this, we extended Y with dummy 
tracks and applied optimal subpattern assignment using the 
Munkres algorithm59, which yielded the globally best possible 
pairing (minimal total distance) of each ground-truth track, kX, 
with either an estimated track (if available) or a dummy track (in 
the absence of a suitable estimated track), kZ, where Z denotes  
the dummy-extended and ordered version of Y. In the pairing 
process, the distance d( kX, kZ) between two tracks was com-
puted as the sum, over all time points t of the image sequence, 
of the gated Euclidean distance between the corresponding track 
points, d( kX, kZ) = t| kX(t) − kZ(t)|2, , with (t) denoting  
the spatial position of a track at time t and |.|2,  = min(|.|2, ). If 
at any t a track point was missing, a dummy point was taken. 
The gate  served both to determine whether the points of paired 
tracks were matching at any t and to apply a fixed penalty to non-
matching points. In this study,  was set to 5 pixels, which was on 
the order of the Rayleigh distance in 
our data (Supplementary Note 2). 
The total distance d(X, Y) between 
track sets X and Y, minimized  
by the Munkres algorithm by opti-
mizing Z, was simply the sum over 
all k of the distances d( kX, kZ) 
between paired tracks.

On this basis, we considered 14 
different aspects of tracking accu-
racy, which we summarized into 
five performance measures. The five 
measures (Supplementary Note 3) 
were as follows.

1. (X, Y) = 1−d(X, Y)/d(X, Ø). Ø denotes a set of dummy 
tracks; hence, d(X, Ø) is the maximum possible total distance 
(error) from the ground truth. The measure ranges from 0 (worst) 
to 1 (best), indicating the overall degree of matching of ground-
truth and estimated tracks without taking into account spurious 
(nonpaired estimated) tracks.

2. (X, Y) = (d(X, Ø)−d(X, Y))/(d(X, Ø) + d(Y, Ø)). Y denotes 
the set of spurious tracks, and d(Y, Ø) is the corresponding pen-
alty term. The measure ranges from 0 (worst) to  (best) and is 
essentially  with a penalization of nonpaired estimated tracks.

3. JSC = TP/(TP + FN + FP). This is the Jaccard similarity coef-
ficient for track points. It ranges from 0 (worst) to 1 (best) and 
characterizes overall particle detection performance. TP (true 
positives) denotes the number of matching points in the optimally 
paired tracks; FN (false negatives), the number of dummy points 
in the optimally paired tracks; and FP (false positives), the number 
of nonmatching points including those of the spurious tracks.

4. JSC  = TP /(TP  + FN  + FP ). This is the Jaccard simi-
larity coefficient for entire tracks instead of single track points. 
Similarly to JSC, it ranges from 0 (worst) to 1 (best). TP  denotes 
the number of estimated tracks paired with ground-truth tracks; 
FN , the number of dummy tracks paired with ground-truth 
tracks; and FP , the number of spurious tracks.

5. RMSE, the r.m.s. error, indicates the overall localization 
accuracy of matching points in the optimally paired tracks (the 
TP as in JSC).
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Figure 1 | Simulated image data. Representative 
images of the three main factors (particle 
dynamics, density and signal) affecting tracking 
performance are shown. (a) Four biological 
scenarios were simulated, of which we show 
snapshot images (i–iv) and trajectories (v–viii) 
in arbitrary colors: particles showing random-
walk motion imaged in two dimensions over time 
(2D+time) using wide-field microscopy (i,v);  
larger (elongated) particles represented by 
asymmetric Gaussians showing directed motion in  
2D+time (ii,vi); particles switching between random- 
walk and randomly oriented directed motion imaged 
in 2D+time using confocal microscopy (iii,vii); 
and particles switching between random-walk and 
directed motion with restricted orientation imaged 
in 3D+time (only one slice is shown) using confocal 
microscopy (iv,viii). (b,c) Three density levels  
(b; low, medium and high) and four SNR levels  
(c; 1, 2, 4 and 7) were simulated.

Table 2 | Basic properties of the image data
Parameter Scenario 1 Scenario 2 Scenario 3 Scenario 4

Nickname Vesicles Microtubules Receptors Viruses
Dynamics Brownian Directed Switching Switching
PSF model Wide field Nonisotropic Gaussian Confocal Confocal
Dimensionality 2D+time 2D+time 2D+time 3D+time
Image size (pixels) 512 × 512 512 × 512 512 × 512 512 × 512
Stack size (slices) 1 1 1 10
Length (frames) 100 100 100 100
Densitya (low, medium, high) 100, 500, 1,000 60, 400, 700 100, 500, 1,000 100, 500, 1,000
SNR (levels) 1, 2, 4, 7 1, 2, 4, 7 1, 2, 4, 7 1, 2, 4, 7
Intersection fractionb (%) 0.7, 3.4, 6.8 0.8, 4.9, 8.8 0.5, 2.6, 5.4 0.3, 1.2, 2.4
aOn average per time point. bFor the low-, medium- and high-density data per scenario, using the Rayleigh distance as the criterion to 
determine intersection, and averaged over the different SNR levels.



July 6, 2016::SFParticle tracking

NATURE M
ETHODS | VOL.11 NO.3 | M

ARCH
 2014 | 283

ANALYSIS

Table 1 | Participating teams and tracking methods

Method Authors

Detection Linking

Dim. Refs.Prefilter Approaches Remarks Principle Approaches Remarks

1 I.F. Sbalzarini  
Y. Gong  
J. Cardinale

– M, C Iterative intensity-weighted  
centroid calculation

Combinatorial optimization MF, MT, GC Greedy hill-climbing optimization  
with topological constraints

2D & 3D 32

2 C. Carthel  
S. Coraluppi

Disk M, T Adaptive local-maxima  
selection

Multiple hypothesis tracking MF, MT, MM Motion models are user specified 
(near-constant position and/or 
velocity)

2D & 3D 33,34

3 N. Chenouard  
F. de Chaumont  
J.-C. Olivo-Marin

Wavelets M, T Maxima after thresholding  
two-scale wavelet products

Multiple hypothesis tracking MF, MT,  
MM, GC

Motion models are user specified 
(near-constant position and/or 
velocity)

2D & 3D 35–37

4 M. Winter  
A.R. Cohen

Gaussian, median and 
morphology

M, T, C Adaptive Otsu thresholding Multitemporal association 
tracking

MF, MT, GC Post-tracking refinement of  
detections

2D & 3D 38,39

5 W.J. Godinez  
K. Rohr

Laplacian of Gaussian or 
Gaussian fitting

M, T,  
F, C

Either thresholding + centroid  
or maxima + Gaussian fitting

Kalman filtering + probabilistic 
data association

MF, MM Interacting multiple models using 
motion models as specified

2D & 3D 29,40

6 Y. Kalaidzidis Windowed floating mean 
background subtraction

T, F Lorentzian function fitting to 
structures above noise level

Dynamic programming MF, GC Track assignment by the weighted  
sum of multiple features

2D 41

7 L. Liang  
J. Duncan  
H. Shen  
Y. Xu

Laplacian of Gaussian M, T, F Gaussian mixture model fitting Multiple hypothesis tracking MF, MM Interacting multiple models with 
forward and backward linking

2D 42

8 K.E.G. Magnusson  
J. Jaldén  
H.M. Blau

Deconvolution M, T, F Watershed-based clump  
splitting and parabola fitting

Viterbi algorithm on  
state-space representation

MF, MT Brownian motion is assumed in all 
cases

2D & 3D 43,44

9 P. Paul-Gilloteaux Laplacian of Gaussian or 
Gaussian filtering

M, T, F Either maxima with pixel  
precision (2D) or thresholding  
+ Gaussian fitting (3D)

Nearest neighbor +  
global optimization

MF, MT, GC Global optimization of associations 
using simulated annealing

2D & 3D 45,46

10 P. Roudot  
C. Kervrann  
F. Waharte

Structure tensor T, F Histogram-based thresholding  
and Gaussian fitting

Gaussian template matching – Only local and per-trajectory  
particle linking

2D 47–49

11 I. Smal  
E. Meijering

Wavelets M, F, C Gaussian fitting (round  
particles) or centroid  
calculation (elongated  
particles)

Sequential multiframe  
assignment

MF, MT,  
MM, GC

Global linking cost minimization 2D 35,50,51

12 J.-Y. Tinevez  
S.L. Shorte

Difference of Gaussian M, T, F Parabolic fitting to localized  
maxima

Linear assignment problem MT, GC Two-step approach (frame-to-frame 
and segment linking)

2D & 3D 52,53

13 J. Willemse  
K. Celler  
G.P. van Wezel

Gaussian and top hat T, C Watershed-based clump  
splitting

Nearest neighbor MM, GC Allows merging and splitting of 
particles and uses a linear motion 
model

2D & 3D 54,55

14 H.-W. Dan  
Y.-S. Tsai

Gaussian, Wiener and  
top hat

T, C Morphological opening–based  
clump splitting

Nearest neighbor +  
Kalman filtering

MM Essentially a 2D method keeping 
track of maximum intensity in z

2D & 3D 56,57

See Supplementary Note 1 for further details on methods 1–14. Dim, dimensionality. Detection approaches: M, maxima detection; T, thresholding; F, fitting; C, centroid estimation. Linking approaches: MF, multiframe; MT, multitrack; MM, motion models; 
GC, gap closing.
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higher-SNR data of scenario 1 but also for some of the lower-SNR  
data of other scenarios; method 11, which performed best or  
second best in terms of ,  and JSC for all cases of scenario 3 
as well as many cases of scenario 2; method 12, which, in terms 
of RMSE, was a top 3 method in about half of the cases; and 
method 13, which was particularly strong for the lowest-SNR data.  
In terms of computation time, method 1 clearly performed best 
(fastest), followed by methods 13, 9 and 2 (in this order). Although 
decreasing  affected the accuracy rankings to some extent, the 
same methods were found among the top 3 best-performing 
methods for the given cases (Supplementary Table 5).

Analyzing trends, we observed that within a given scenario, 
tracking performance depended on particle density and SNR. As 
expected, in terms of , , JSC and JSC , the performance of the 
methods generally decreased with increasing density (Fig. 2a,b and 
Supplementary Table 2). However, although the number of parti-
cles in the scene increased tenfold from lowest to highest density, 
performance did not drop by the same factor; the methods thus 
have a certain robustness with respect to increasing particle den-
sity. As anticipated, the performance generally did decrease very 
strongly with decreasing SNR, with the values of most measures 
dropping to nearly 0 at SNR = 1. Performance dropped especially 
rapidly below SNR = 4, in line with and confirming earlier find-
ings25,27. In terms of RMSE (Fig. 2c and Supplementary Table 2),  
the methods showed a similar dependence on SNR (though not 
as strongly) but virtually no dependence on particle density. 
This can be explained from the fact that RMSE calculations were 
limited to matched track points only (Supplementary Note 3). 
However, localization performance did depend on the scenario. 
In scenarios 1 and 3, which had relatively simple particle shapes 
(rotationally symmetric 2D point-spread functions (PSFs)), most 
methods were able to achieve subpixel localization accuracy for 
SNR = 4 and SNR = 7, and some even for SNR = 2. By contrast, in  
scenarios 2 and 4, which had more complex particle shapes (asym-
metric Gaussians or 3D PSFs), most methods were considerably 
less accurate. This can be attributed to the theoretically higher 
uncertainty in localization of asymmetric objects and to the fact 
that most methods in this study were not specifically designed for 
such data and used suboptimal approaches.

The question arises as to what distinguishes the best- 
performing methods from the other methods in terms of underly-
ing algorithms. Regarding particle detection, all methods used a 
series of image processing steps, with many commonalities between 

them (Table 1 and Supplementary Note 1). The general approach 
to detection is to first preprocess the images to reduce noise 
and selectively enhance objects (using median, wavelet-based, 
Gaussian, Laplacian-of-Gaussian or other filters), then to identify 
prominent spots (often using local-maxima finding or threshold-
ing) and, finally, to estimate the center coordinates of these spots 
(using Gaussian fitting or intensity-based centroid calculation,  
or by simply taking the coordinates of the local maxima). The 
best-performing methods each had slightly different execu-
tion without being conceptually very different from some of  
the lower-performing methods. This suggests that careful numerical  
implementation and parameter tuning of the algorithms  
were key factors to success. Some of the methods (1, 8 and 12) 
made extra efforts in the localization step (iterative centroid  
calculation or parabolic interpolation), which may explain  
their superior performance.

As for linking of detected particles, the best methods used  
multiframe and/or multitrack optimization, going beyond straight-
forward nearest-neighbor linking (Table 1 and Supplementary  
Note 1). In particular, Kalman filtering (method 5), multiple 
hypothesis tracking (methods 2 and 3) and other optimization 
approaches (methods 1, 4 and 11) were used. If a two-frame 
approach was used (methods 12 and 13), it was in combination 
with a gap-closing scheme, essentially combining results from 
multiple frames to build more consistent tracks. However, simi-
lar schemes were used also by many of the lower-performing 
methods. Rather, the key factor distinguishing the best methods 
appears to be that they made explicit use of available (or measured) 
knowledge about the particle motion in each scenario, whereas 
many of the other methods did so to a lesser extent or even used 
(implicitly or explicitly) an inappropriate model altogether. It may 
be argued that this was not fair and that the best methods were 
perhaps overtrained. However, in biological experiments, where 
nature does not provide us with a ground-truth training set, it 
is advisable to use the same approach: assess (theoretically or 
by initial measurement on the real data) the main parameters 
of the imaging process and object properties (such as the ones 
considered in this study), use this prior knowledge to generate 
synthetic training data (with ground truth) mimicking the real 
data, use an appropriate image analysis method and fine-tune its 
parameters on the synthetic data and, finally, apply the fine-tuned 
method to the real data. This study provides experimentalists  
with tools to do just that. In addition, the presented results  
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Figure 3 | The top three best-performing methods for each performance measure and combination of biological scenario, particle density and SNR. The 
cells are color coded according to method number (Table 1).
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Particle tracking competition for HEP 

• Realistic synthetic AND real-word data  
• Different density regimes 
• Detailed algorithmic description of the current tracking 

methods, i.e., all matrix operations, physics-based 
knowledge in state propagation, numerical tricks and 
magic numbers  

• Reference run times for the data sets with current state-of-
the-art schemes 

• Statements about desired run times, expected data 
volumes, etc…
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Beyond Kalman filtering

• Extended Kalman Filter 
• Unscented Transform and EKF 
• Particle Filters



July 6, 2016::SFParticle tracking

Beyond Kalman filtering

• Extended Kalman Filter 
• Unscented Transform and EKF 
• Particle Filters

Actual (sampling) Linearized (EKF) UT

sigma points

true mean

UT mean

    and covariance
weighted sample mean

mean

UT covariance

covariance

true covariance

transformed
sigma points
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Global methods for (linear) tracking

• Fast Hough transforms? 
• Neural networks 
• Penalized Matrix methods, e.g., subspace clustering
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Convex vs. non-convex objective functions

f(x) f(x)

f(x)f(x)

f(x) f(x)

x

x

x

x

x

x

a

c

d

eb

f

Neural networks

Sparse/low rank matrix  
problems
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Instances of sparse/low rank methodsCONTEXT – Recent related progress 
Sparse recovery: 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

   Impossible in general (            )  
   Well-posed if      is structured (sparse), but still NP-hard 
   Tractable via convex optimization: 
          … if     is “nice” (random, incoherent, RIP) 

 

 

Hugely active area: Donoho+Huo ’01, Elad+Bruckstein ‘03, Candès+Tao ’04,’05, 
Tropp ’04, ‘06, Donoho ‘04, Fuchs ‘05, Zhao+Yu ‘06, Meinshausen+Buhlmann 
‘06, Wainwright ‘09, Donoho+Tanner ‘09 … and many others 

=
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CONTEXT – Recent related progress 
Robust recovery: 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

   Impossible in general (                      ) 
   Well-posed if      is sparse, errors      not too dense, but still NP-hard 
   Tractable: via convex optimization: 
          … if     is “nice” (cross and bouquet)  

 

 

 

Hugely active area: Candès+Tao ’05, Wright+Ma ’10, Nguyen+Tran ‘11, Li ’11, 
also Zhang, Yang, Huang’11, etc… 

Instances of sparse/low rank methods
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Instances of sparse/low rank methods
Matrix completion: 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

   Impossible in general (                 )  
   Well-posed if       is structured (low-rank), but still NP-hard 
   Tractable via convex optimization: 

… if     is “nice” (random subset) ... 
… and        interacts “nicely” with       (      incoherent – not “spiky”). 
 

 

Hugely active area: Candès+Recht ‘08, Keshevan+Oh+Montonari ‘09, Candès+Tao ‘09, 
Gross ‘10, Recht ‘10, Negahban+Wainwright ‘10  

CONTEXT – Recent related progress 

?? 
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Subspace clustering
A TUTORIAL ON SUBSPACE CLUSTERING

René Vidal

Johns Hopkins University

The past few years have witnessed an explosion in the
availability of data from multiple sources and modalities. For
example, millions of cameras have been installed in build-
ings, streets, airports and cities around the world. This has
generated extraordinary advances on how to acquire, com-
press, store, transmit and process massive amounts of com-
plex high-dimensional data. Many of these advances have
relied on the observation that, even though these data sets
are high-dimensional, their intrinsic dimension is often much
smaller than the dimension of the ambient space. In com-
puter vision, for example, the number of pixels in an image
can be rather large, yet most computer vision models use only
a few parameters to describe the appearance, geometry and
dynamics of a scene. This has motivated the development of
a number of techniques for finding a low-dimensional repre-
sentation of a high-dimensional data set. Conventional tech-
niques, such as Principal Component Analysis (PCA), assume
that the data is drawn from a single low-dimensional subspace
of a high-dimensional space. Such approaches have found
widespread applications in many fields, e.g., pattern recogni-
tion, data compression, image processing, bioinformatics, etc.

In practice, however, the data points could be drawn from
multiple subspaces and the membership of the data points to
the subspaces might be unknown. For instance, a video se-
quence could contain several moving objects and different
subspaces might be needed to describe the motion of differ-
ent objects in the scene. Therefore, there is a need to simul-
taneously cluster the data into multiple subspaces and find a
low-dimensional subspace fitting each group of points. This
problem, known as subspace clustering, has found numerous
applications in computer vision (e.g., image segmentation [1],
motion segmentation [2] and face clustering [3]), image pro-
cessing (e.g., image representation and compression [4]) and
systems theory (e.g., hybrid system identification [5]).

A number of approaches to subspace clustering have been
proposed in the past two decades. A review of methods from
the data mining community can be found in [6]. This article
will present methods from the machine learning and computer
vision communities, including algebraic methods [7, 8, 9, 10],
iterative methods [11, 12, 13, 14, 15], statistical methods [16,
17, 18, 19, 20], and spectral clustering-based methods [7, 21,
22, 23, 24, 25, 26, 27]. We review these methods, discuss their
advantages and disadvantages, and evaluate their performance
on the motion segmentation and face clustering problems.

P

L

1

L

2

R3

Fig. 1: A set of sample points in R3 drawn from a union of
three subspaces: two lines and a plane.

1. THE SUBSPACE CLUSTERING PROBLEM

Consider the problem of modeling a collection of data points
with a union of subspaces, as illustrated in Figure 1. Specif-
ically, let {xj 2 RD}Nj=1

be a given set of points drawn
from an unknown union of n � 1 linear or affine subspaces
{Si}ni=1

of unknown dimensions di = dim(Si), 0< di < D,
i = 1, . . . , n. The subspaces can be described as

Si = {x 2 RD
: x = µi + Uiy}, i = 1, . . . , n, (1)

where µi 2 RD is an arbitrary point in subspace Si (µi = 0
for linear subspaces), Ui 2 RD⇥di is a basis for subspace Si

and y 2 Rdi is a low-dimensional representation for point
x. The goal of subspace clustering is to find the number of
subspaces n, their dimensions {di}ni=1

, the subspace bases
{Ui}ni=1

, the points {µi}ni=1

(in the case of affine subspaces),
and the segmentation of the points according to the subspaces.

When the number of subspaces is equal to one, this prob-
lem reduces to finding a vector µ 2 RD, a basis U 2 RD⇥d, a
low-dimensional representation Y = [y

1

, . . . ,yN ] 2 Rd⇥N ,
and the dimension d. This problem is known as Principal
Component Analysis (PCA) [28]1 and can be solved in a re-
markably simple way: µ =

1

N

PN
j=1

xj is the mean of the
data points, (U, Y ) can be obtained from the rank-d singu-
lar value decomposition (SVD) of the (mean-subtracted) data
matrix X = [x

1

� µ,x

2

� µ, . . . ,xN � µ] 2 RD⇥N as

U = U and Y = ⌃V>
, where X = U⌃V>

, (2)
1The problem of matrix factorization dates back to the work Beltrami

[29] and Jordan [30]. In the context of stochastic signal processing, PCA is
also known as the Karhunen-Loeve transform [31]. In the applied statistics
literature, PCA is also known as the Eckart-Young decomposition [32].
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Robust Subspace Clustering

Mahdi Soltanolkotabi
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, Ehsan Elhamifar
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and Emmanuel J. Candès
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Abstract

Subspace clustering refers to the task of finding a multi-subspace representation that best fits
a collection of points taken from a high-dimensional space. This paper introduces an algorithm
inspired by sparse subspace clustering (SSC) [17] to cluster noisy data, and develops some
novel theory demonstrating its correctness. In particular, the theory uses ideas from geometric
functional analysis to show that the algorithm can accurately recover the underlying subspaces
under minimal requirements on their orientation, and on the number of samples per subspace.
Synthetic as well as real data experiments complement our theoretical study, illustrating our
approach and demonstrating its e↵ectiveness.

Keywords. Subspace clustering, spectral clustering, LASSO, Dantzig selector, `

1

minimiza-
tion, multiple hypothesis testing, true and false discoveries, geometric functional analysis, nonasymp-
totic random matrix theory.

1 Introduction

1.1 Motivation

In many problems across science and engineering, a fundamental step is to find a lower dimensional
subspace which best fits a collection of points taken from a high-dimensional space; this is classically
achieved via Principal Component Analysis (PCA). Such a procedure makes perfect sense as long
as the data points are distributed around a lower dimensional subspace, or expressed di↵erently, as
long as the data matrix with points as column vectors has approximately low rank. A more general
model might sometimes be useful when the data come from a mixture model in which points do not
lie around a single lower-dimensional subspace but rather around a union of subspaces. For instance,
consider an experiment in which gene expression data are gathered on many cancer cell lines with
unknown subsets belonging to di↵erent tumor types. One can imagine that the expressions from
each cancer type may span a distinct lower dimensional subspace. If the cancer labels were known
in advance, one would apply PCA separately to each group but we here consider the case where
the observations are unlabeled. Finding the components of the mixture and assigning each point to
a fitted subspace is called subspace clustering. Even when the mixture model holds, the full data
matrix may not have low rank at all, a situation which is very di↵erent from that where PCA is
applicable.
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Abstract

This paper considers the problem of clustering a collection of unlabeled data points assumed
to lie near a union of lower dimensional planes. As is common in computer vision or unsuper-
vised learning applications, we do not know in advance how many subspaces there are nor do
we have any information about their dimensions. We develop a novel geometric analysis of an
algorithm named sparse subspace clustering (SSC) [11], which significantly broadens the range
of problems where it is provably e↵ective. For instance, we show that SSC can recover multiple
subspaces, each of dimension comparable to the ambient dimension. We also prove that SSC can
correctly cluster data points even when the subspaces of interest intersect. Further, we develop
an extension of SSC that succeeds when the data set is corrupted with possibly overwhelm-
ingly many outliers. Underlying our analysis are clear geometric insights, which may bear on
other sparse recovery problems. A numerical study complements our theoretical analysis and
demonstrates the e↵ectiveness of these methods.

Keywords. Subspace clustering, spectral clustering, outlier detection, `1 minimization, duality in linear

programming, geometric functional analysis, properties of convex bodies, concentration of measure.

1 Introduction

1.1 Motivation

One of the most fundamental steps in data analysis and dimensionality reduction consists of ap-
proximating a given dataset by a single low-dimensional subspace, which is classically achieved
via Principal Component Analysis (PCA). In many problems, however, a collection of points may
not lie near a low-dimensional plane but near a union of multiple subspaces as shown in Figure 1.
It is then of interest to find or fit all these subspaces. Furthermore, because our data points are
unlabelled in the sense that we do not know in advance to which subspace they belong to, we need
to simultaneously cluster these data into multiple subspaces and find a low-dimensional subspace
approximating all the points in a cluster. This problem is known as subspace clustering and has
numerous applications; we list just a few.

• Unsupervised learning. In unsupervised learning the goal is to build representations of ma-
chine inputs, which can be used for decision making, predicting future inputs, e�ciently
communicating the inputs to another machine, and so on.

1
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Subspace clustering
Subspace Clustering: 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

   Impossible in general (solutions highly ambiguous) 
   Well-posed if         are few and structured (low-dim), but still combinatorial 
   Tractable via convex optimization: 

… for random samples  
…      and outliers      are sparse (or low-rank, column-wise sparse). 
 

 

Hugely active area: Rao, Tron, Ma, Vidal’08, Elhamifar and Vidal’2010, Liu, Lin, Sun, Yan, 
Ma et. al.’ 2011, Soltanolkotabi and Candes’ 2011  

CONTEXT – Recent related progress 

See Rene Vidal’s Talk. 
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Subspace clustering

Algorithm 1 Robust SSC procedure

Input: A data set Y arranged as columns of Y ∈ Rn×N .
1. For each i ∈ {1, . . . ,N}, produce a sparse coe�cient sequence �̂ by regressing the ith vector
y

i

onto the other columns of Y . Collect these as columns of a matrix B.
2. Form the similarity graph G with nodes representing the N data points and edge weights
given by W = �B� + �B�T .
3. Sort the eigenvalues �

1

≥ �

2

≥ . . . ≥ �

N

of the normalized Laplacian of G in descending order,
and set

L̂ = N − argmax
i=1,...,N−1 (�i − �

i+1).
4. Apply a spectral clustering technique to the similarity graph using L̂ as the estimated number
of clusters to obtain the partition Y

1

, . . . ,Y
ˆ

L

.
5. Use PCA to find the best subspace fits ({S

`

}L
1

) to each of the partitions ({Y
`

}L
1

) and denoise
Y as to obtain clean data points X̂.

Output: Subspaces {S
`

}L
1

and cleaned data points X̂.

2.3 Performance metrics for similarity measures

Given the general structure of the method, we are interested in sparse regression techniques, which
tend to select points in the same clusters (share the same underlying subspace) over those that do
not share this property. Expressed di↵erently, the hope is that whenever B

ij

≠ 0, y
i

and y

j

belong
to the same subspace. We introduce metrics to quantify performance.

Definition 2.1 (False discoveries) Fix i and j ∈ {1, . . . ,N} and let B be the outcome of Step
1 in Algorithm 1. Then we say that (i, j) obeying B

ij

≠ 0 is a false discovery if y
i

and y

j

do not
belong to the same subspace.

Definition 2.2 (True discoveries) In the same situation, (i, j) obeying B

ij

≠ 0 is a true discov-
ery if y

j

and y

i

belong to the same cluster/subspace.

When there are no false discoveries, we shall say that the subspace detection property holds. In this
case, the matrix B is block diagonal after applying a permutation which makes sure that columns in
the same subspace are contiguous. In some cases, the sparse regression method may select vectors
from other subspaces and this property will not hold. However, it might still be possible to detect
and construct reliable clusters by applying steps 2–5 in Algorithm 1.

2.4 LASSO with data-driven regularization

A natural sparse regression strategy is the LASSO:

min
�∈RN

1

2
�y

i

−Y ��2
`2
+ � ���

`1
subject to �

i

= 0. (2.2)

Whether such a methodology should succeed is unclear as we are not under a traditional model for
both the response y

i

and the covariates Y are noisy, see [35] for a discussion of sparse regression
under matrix uncertainty and what can go wrong. The main contribution of this paper is to show
that if one selects � in a data-driven fashion, then compelling practical and theoretical performance
can be achieved.

6
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Subspace clustering

Algorithm 1 Robust SSC procedure

Input: A data set Y arranged as columns of Y ∈ Rn×N .
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5. Use PCA to find the best subspace fits ({S

`

}L
1

) to each of the partitions ({Y
`

}L
1

) and denoise
Y as to obtain clean data points X̂.

Output: Subspaces {S
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T his article reviews recent advances in convex opti-
mization algorithms for big data, which aim to 
reduce the computational, storage, and communica-
tions bottlenecks. We provide an overview of this 
emerging field, describe contemporary approxima-

tion techniques such as first-order methods and randomization 
for scalability, and survey the important role of parallel and dis-
tributed computation. The new big data algorithms are based on 
surprisingly simple principles and attain staggering accelera-
tions even on classical problems. 

CONVEX OPTIMIZATION IN THE WAKE OF BIG DATA
Convexity in signal processing dates back to the dawn of the 
field, with problems like least squares (LS) being ubiquitous 
across nearly all subareas. However, the importance of convex 
formulations and optimization has increased even more dra-
matically in the last decade due to the rise of new theory for 
structured sparsity and rank minimization, and successful sta-
tistical learning models such as support vector machines. These 
formulations are now employed in a wide variety of signal pro-
cessing applications including compressive sensing, medical 
imaging, geophysics, and bioinformatics [1]–[4]. 

There are several important reasons for this explosion of 
interest, with two of the most obvious being the existence of 
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What if n and N are really large?
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What if n and N are really large? CoCoA

“Communication-Efficient Distributed Block-Coordinate Ascent”

CoCoA+ paper (ICML 2015)  

CoCoA paper (NIPS 2014)

prox CoCoA / primal CoCoA: on arXiv soon

           code is available on github

Martin Jaggi, Simone Forte, Virginia Smith,  
Martin Takáč, Chenxin Ma, Tribhuvanesh Orekondy, 
Aurelien Lucchi, Peter Richtarik, Thomas Hofmann, 

Michael I. Jordan
slides adapted from M. Jaggi

http://arxiv.org/abs/1502.03508
http://arxiv.org/abs/1409.1458
http://www.github.com/gingsmith/cocoa
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Machine Learning Applications

Classification
Support Vector Machine (SVM)
         (reg.: L1, L2, elastic-net)
Logistic Regression
         (reg.: L1, L2, elastic-net)

Structured Prediction
         (reg.: L1, L2, elastic-net)

Regression
Least Squares
         (reg.: L1, L2, elastic-net)

CoCoA+ 
          D = dual

prox CoCoA+ 
          D = dual

primal prox CoCoA+ 
          D = primal

L1: get bounded support!

slides adapted from M. Jaggi
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6 Experiments

In this section, we compare COCOA to traditional mini-batch versions of stochastic dual coordinate
ascent and stochastic gradient descent, as well as the locally-updating version of stochastic gradient
descent. We implement mini-batch SDCA (denoted mini-batch-CD) as described in [3, 1]. The
SGD-based methods are mini-batch and locally-updating versions of Pegasos [13], differing only in
whether the primal vector is updated locally on each inner iteration or not, and whether the resulting
combination/communication of the updates is by an average over the total size KH of the mini-
batch (mini-batch-SGD) or just over the number of machines K (local-SGD). For each algorithm,
we additionally study the effect of scaling of the average by a parameter �K , as first described in [3],
while noting that it is a benefit to avoid having to tune this data-dependent parameter.

We apply these algorithms to standard hinge loss `2-regularized support vector machines, using
implementations written in Spark on m1.large Amazon EC2 instances [10]. Though this non-smooth
case is not yet covered in our theoretical analysis, we still see remarkable empirical performance.
Our results indicate that COCOA is able to converge to .001-accurate solutions nearly 25⇥ as fast
compared the other algorithms, when all use �K = 1. The datasets used in these analyses are
summarized in Table 1, and were distributed among K = 4, 8, and 32 nodes, respectively. We use
the same regularization parameters as specified in [13, 14].

Table 1: Datasets for Empirical Study

Dataset Training n Features d Sparsity � Workers K
cov 522,911 54 22.22% 1e-6 4
rcv1 677,399 47,236 0.16% 1e-6 8
imagenet 32,751 160,000 100% 1e-5 32

In comparing each algorithm and dataset, we analyze the progress in primal objective value as a
function of both time (Figure 1) and communication (Figure 2). For all competing methods, we
present the result for the batch size (H) yielding the best performance in terms of reduction in
objective value over time. For the locally-updating methods (COCOA and local-SGD), these tend
to be larger batch sizes corresponding to processing almost all of the local data at each outer step.
For the non-locally updating mini-batch methods, (mini-batch SDCA [3] and mini-batch SGD [13]),
these typically perform best for smaller values of H , as averaging the solutions to guarantee safe
convergence becomes less of an impediment.

First, we note that there is a clear correlation between the wall-time spent processing each dataset
and the number of vectors communicated, indicating that communication has a significant effect on
convergence speed. We see clearly that COCOA is able to converge to a more accurate solution in all
datasets much faster than the other methods. On average, COCOA reaches a .001-accurate solution
for these datasets 25x faster than the best competitor. This is a testament to the algorithm’s ability
to avoid communication while still making significant global progress by efficiently combining the
local updates of each iteration. The improvements are robust for both regimes n � d and n ⌧ d.
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Figure 1: Primal Suboptimality vs. Time for Best Mini-Batch Sizes (H): For �K = 1, COCOA converges
more quickly than all other algorithms, even when accounting for different batch sizes.

In Figure 3 we explore the effect of H on the convergence of COCOA for the cov dataset on a
cluster of 4 nodes. As described above, increasing H decreases communication but also affects the
convergence properties of the algorithm. In Figure 4, we attempt to scale the averaging step of each
algorithm by using various �K values, for two different batch sizes on the Cov dataset (H = 1e5
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function of both time (Figure 1) and communication (Figure 2). For all competing methods, we
present the result for the batch size (H) yielding the best performance in terms of reduction in
objective value over time. For the locally-updating methods (COCOA and local-SGD), these tend
to be larger batch sizes corresponding to processing almost all of the local data at each outer step.
For the non-locally updating mini-batch methods, (mini-batch SDCA [3] and mini-batch SGD [13]),
these typically perform best for smaller values of H , as averaging the solutions to guarantee safe
convergence becomes less of an impediment.

First, we note that there is a clear correlation between the wall-time spent processing each dataset
and the number of vectors communicated, indicating that communication has a significant effect on
convergence speed. We see clearly that COCOA is able to converge to a more accurate solution in all
datasets much faster than the other methods. On average, COCOA reaches a .001-accurate solution
for these datasets 25x faster than the best competitor. This is a testament to the algorithm’s ability
to avoid communication while still making significant global progress by efficiently combining the
local updates of each iteration. The improvements are robust for both regimes n � d and n ⌧ d.
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In Figure 3 we explore the effect of H on the convergence of COCOA for the cov dataset on a
cluster of 4 nodes. As described above, increasing H decreases communication but also affects the
convergence properties of the algorithm. In Figure 4, we attempt to scale the averaging step of each
algorithm by using various �K values, for two different batch sizes on the Cov dataset (H = 1e5
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Time<800s

Note that n>p possible

slides adapted from M. Jaggi
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Biology  
Protein structure &  
function  
prediction

Vision  
2d+3d Segmentation, OCR

Text 
• Parsing 
• POS tagging
• sentence alignment

• entity linking

more? 
• Scene understanding
• object localization & recog.

Applications:Dissolve struct

Block Coordinate 

Frank-Wolfe

CoCoA

Distributed Optimization

Structured SVM solver

Your Application?

A Library for Distributed Structured Prediction  
 
built on

+

Open Source 
Approximate Inference allowed! 

drop-in replacement for SVMstruct

dalab.github.io/dissolve-struct/slides adapted from M. Jaggi

https://github.com/dalab/distributed-ML-benchmark
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Using HEP data sets for real-world optimization 
benchmarks

• Define meaningful classification/regression problems on 
HEP data 

• Combine data with convex optimization objective functions 
• Use this combination to test the run time/scaling of 

different optimization methods
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